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Abstract—High utility itemset mining is a well-studied data
mining task for analyzing customer transactions. The goal is to
find all high utility itemsets, that is items purchased together
that generate a profit equal to or greater than a user-defined
minimum utility threshold. However, a limitation of traditional
high utility itemset mining algorithms is that item categories (e.g.
drinks, dairy products) are ignored. Recently, two algorithms
were designed to find multi-level and cross-level high utility
itemsets to reveal relationships between items and/or categories of
items. This is achieved by considering a product taxonomy, where
items are organized into a hierarchy. Though these algorithms
can reveal interesting patterns, a problem is that setting the
minimum utility threshold is not intuitive and greatly influences
the number of patterns found and the algorithms’ performance.
If the user sets the threshold too low, a huge number of patterns is
found and runtimes can be very long, while if the threshold is set
too high, few patterns are found. Hence, a user often have to run
an algorithm numerous times to find an appropriate threshold
value to obtain just enough patterns. This paper addresses this
issue by presenting a novel algorithm called TKC (Top-K Crosslevel high utility itemset miner), which let the user directly set the
number of patterns k to be discovered. TKC performs a depthfirst search and include search space pruning techniques and
an optimization to enhance its performance. Experiments were
done on retail data with taxonomy information. Results indicate
that the algorithm is efficient and the optimization improves its
performance.
Index Terms—high utility itemsets, taxonomy, hierarchy, crosslevel high utility itemsets

Frequent Itemset Mining (FIM) is a fundamental pattern
mining task. It consists of identifying sets of nominal values
that appear frequently in records of a database. The occurrence
frequency of an item is called its support. FIM was initially
proposed to analyze customer transactions to find all the sets
of items that are frequently purchased together by customers,
but has been also used in several other domains where data is
modelled as a table (a set of transactions) containing binary
values (items) [1], [2]. Nonetheless, through the applications of
FIM for market basket analysis, two important limitations have
been identified: (1) Binary attributes do not allow representing
that an item appears more than once in a transaction and
(2) All items are viewed as having the same importance.
To overcome these limitations, an extension of FIM called
High Utility Itemset Mining (HUIM) was developed [3]–[6].
In HUIM, the goal is to find all High Utility Itemsets (HUIs),
that is the sets of items (values) that have a utility (a numeric
value of importance) that is greater than or equal to a userdefined minimum utility threshold. The input of HUIM is
a quantitative transaction database where an item can have
non binary purchase quantities in transactions and weights
are given to items to indicate their relative importance. One
of the key applications of HUIM is market basket analysis
to discover all sets of items that yield a high profit (utility).
Designing an algorithm for HUIM is considered more difficult
than FIM. This is because unlike the support in FIM, the utility
in HUIM is a numeric function that is neither monotonic nor
anti-monotonic. This means that an itemset can have a utility
that is greater than, smaller, or equal to the utility of its subsets.
For this reason, strategies for reducing the search space in FIM
cannot be directly applied for HUIM.
But a limitation of HUIM is that it does not take into account
that items are often organized in categories and sub-categories.
For example, in a store, a product category dairyProduct may
contain sub-categories milk and cheese, and this latter may

I. I NTRODUCTION
In the last 25 years, pattern mining has become a very
active research area in data mining [1]. The aim is to extract
patterns from a database that can reveal new, interesting and
useful information. Many pattern mining algorithms have been
proposed to find patterns in all kinds of data such as customer
transaction databases, graphs, and sequences.
∗ Corresponding author.

be further divided into sub-categories such as cheddar and
mozzarella. Moreover, each of those categories may contain
several brands of cheese. Categories of items can be viewed
as forming a taxonomy where categories are called generalized
items or abstract items (e.g. dairyProduct and milk) and where
a subcategory or a (generalized) item included in a category is
said to be its specialization. Two (generalized) items are said
to be of the same abstraction level if they belong to all the
same (sub)-categories. Because categories are not considered
in HUIM, HUIM can only reveal relationships between items
of the lowest taxonomy level. As a result, patterns involving
categories such as {milk,cheddar} cannot be found.
In FIM, several algorithms were proposed to find patterns
containing items from various abstraction levels [7]–[16].
However, search space pruning strategies of these algorithms
are based on the anti-monotonicity of the support measure,
which does not hold for the utility function of HUIM. For
this reason, finding HUIs with items from various abstraction
levels is a difficult task. To the authors’ best knowledge,
only two algorithms were proposed. The first one is MLHUI Miner [17]. Although it can discover HUIs from various
levels, it cannot find HUIs that contain items that are not from
the same level, and thus can miss several interesting patterns.
To address this limitation, the CLH-Miner [18] algorithm
was designed to find cross-level HUIs, which can reveal
relationships between items and/or categories of items from
different taxonomy levels. It was shown that CLH-Miner can
find interesting patterns in real shopping data that are missed
by ML-HUI Miner [18].
However, a problem with ML-HUI Miner and CLH-Miner
is that setting the minimum utility threshold is not intuitive
and greatly influences the number of patterns found and the
algorithms’ performance. If the user sets the minimum utility
threshold too low, a huge number of patterns is found and
runtimes can be very long. But if the user sets the threshold
too high, few patterns are found. Hence, a user often has to run
an algorithm numerous times to find an appropriate threshold
value that will provide just enough patterns.
This paper addresses this issue by redefining the task of
cross-level high utility itemset mining as that of discovering
the top-k cross level high utility itemsets. The goal is to identify
the k cross-level HUIs that have the highest utility where k is
a parameter set by the user. This task is more intuitive for the
user because s/he can directly select the number of patterns
without using a minimum utility threshold that is hard to set
and depends on hidden database characteristics. To efficiently
perform this task, a novel algorithm called TKC (Top-K Crosslevel high utility itemset miner) is proposed. TKC performs
a depth-first search and include an optimization to enhance
its performance. Experiments were done on two real-life
customer transaction databases with taxonomy information.
Results indicate that the proposed algorithm is efficient.
The remaining of this paper is divided into five sections.
Section 2 presents a literature review. Section 3 presents preliminaries and the problem definition. Section 4 describes the
proposed algorithm. Section 5 presents experimental results.

Lastly, Section 6 draws a conclusion.
II. R ELATED W ORK
Numerous studies were published on how to efficiently
identify all frequent itemsets in a transaction database, and
applications of FIM [2]. The problem of HUIM was defined
by generalizing FIM to handle transactions where items have
purchase quantities and weights indicate the relative importance of each item [3]. Three representative algorithms for
HUIM are Two-Phase [5], HUI-Miner/HUI-Miner* [6] and
FHM [4]. Two-phase is the first proposed HUIM algorithm that
guarantees discovering all HUIs. It explores the search space
of itemsets by performing a breadth-first search. To determine
if supersets of an itemset should be explored, Two-Phase
calculates an upper bound on the utility of the itemset named
TWU (Transaction-Weighted Utility). If the TWU is less than
the minimum utility threshold, the itemset and its supersets can
be ignored because the TWU is anti-monotonic. Though, this
approach can considerably reduce the search space, the TWU
is a loose upper bound on the utility of itemsets. Moreover,
the algorithm scans the data numerous times, which is time
consuming. To provide better performance, the HUI-Miner [6]
algorithm reduces the search space using not only the TWU
but also an upper bound on the utility called remaining utility
that is tighter than the TWU. For each considered itemset,
HUI-Miner builds a vertical structure named utility-list to store
the required information for calculating its utility and upperbounds. For itemsets having more than two items, that structure can be built without scanning the database by combining
utility-lists of smaller itemsets, thus avoiding costly database
scans. The FHM algorithm [4] is an improved version of
HUI-Miner that utilizes co-occurrence information to further
reduce the search space. In recent years, other algorithms have
also been developed [3]. Applying HUIM algorithms is useful
for various applications to find important patterns (e.g. that
yield a high profit) as measured by a numeric utility function.
Nonetheless, traditional HUIM algorithms do not consider
information about the categories and sub-categories of items
(a taxonomy). For this reason, those algorithms are unable to
identify relationships between items and/or categories
To overcome this limitation, various studies have been
carried out on identifying generalized patterns in a database
with a taxonomy. The first algorithm that considers a taxonomy
of items for extracting frequent itemsets and association rules
was proposed by Srikant and Agrawal [12]. In a taxonomy,
items are organized into different abstraction levels and are
linked by is-a relationships. In another study, the Cumulate
algorithm was proposed [12]. It starts by finding frequent
itemsets containing single items and then applies a breadthfirst search to find larger frequent itemsets. Those itemsets,
which are allowed to contain items from different abstraction
levels, are called cross-level patterns. To reduce redundancy,
a constraint is enforced that an itemset should not contain an
item and its taxonomy ancestors.
To efficiently discover cross-level frequent itemsets, the
Prutax algorithm [9] was designed. It adopts a vertical database

representation and applies a depth-first search. Prutax utilizes
two pruning strategies: An itemset is pruned if one of its
subsets is infrequent or if it has an infrequent ancestor in the
taxonomy.
In another work, Sriphaew and Theeramunkong designed a
depth-first search algorithm named SET [13]. It was claimed
that SET outperforms Prutax to find all cross-level frequent
itemsets.
A variation of frequent cross-level itemset mining called
multi-level pattern mining was studied by Han and Fu [8]. In
this variation, each taxonomy level can be evaluated using a
different value for the minimum support threshold. In addition,
items in a frequent itemset are required to be from the
same taxonomy level. Breadth-first search algorithms were
presented, which starts by finding frequent itemsets containing
real items. Then, if an itemset is infrequent, the algorithm
replace its items by more general abstract items (a process
called generalization) to try to obtain a frequent itemset.
Another variation of cross-level itemset mining was considered [10] where a minimum threshold is computed for
each itemset based on a concept of item taxonomy distance.
The designed algorithms perform a breadth-first search to find
generalized itemsets by recursively generalizing infrequent
itemsets.
Ong et al. [11] have designed the first pattern-growth based
algorithm for mining multi-level frequent itemsets. It relies on
the FP-tree structure and uses the concept of taxonomy-based
quantities to discover patterns. On a similar research direction,
another FP-tree based algorithm was introduced [19], based on
the AFOPT-tree structure [20].
Rajkumar et al. [14] have proposed an algorithm for multilevel itemset mining where different thresholds are used for
different taxonomy levels and itemset lengths.
Other studies have been done for other variations of mining
frequent itemsets with a taxonomy such as: discovering misleading multi-level itemsets [7], applying evolutionary based
algorithms to mine multi-level association rules [15] and
finding concise representations of generalized itemsets [16].
All of the above studies find frequent itemsets with a
taxonomy. To the authors’ best knowledge, only two studies
have mined high utility itemsets with a taxonomy. Cagliero
et al. designed the ML-HUI Miner algorithm to mine multilevel high utility itemsets [17]. However, a problem with MLHUI Miner is that it cannot find itemsets with items from
different taxonomy levels (cross-level HUIs). Thus, it may
miss several interesting HUIs. Moreover, ML-HUI Miner does
not rely on the taxonomy to reduce the search space, as it
mines each taxonomy level separately. Recently, these two
limitations were addressed by a novel algorithm named CLHMiner [18]. It was shown that CLH-Miner can find interesting
patterns in real-data that cannot be found by ML-HUI Miner.
However, a major problem with these two algorithms is that
setting the minimum utility threshold is not intuitive as it
depends on database characteristics that are unknown to the
user beforehand. Moreover, slight variations of the threshold

can have a major influence on the number of patterns and
performance.
This problem is addressed in this paper by redefining the
problem of cross-level high utility itemset mining as topk cross level high utility itemset mining, and presenting an
algorithm named TKC to efficiently perform this task.
III. P RELIMINARIES AND P ROBLEM D EFINITION
In this section, we first introduce key definitions for crosslevel HUIM. Then, we give a mathematical formulation of the
novel problem of top-k cross-level HUIM.
Definition 1 (Transaction database): Given a set of items
I = {i1 , i2 , . . . , im }, a transaction database is a set of
transactions, D = {T1 , T2 , . . . , Tn }, where each transaction
Tc ∈ I has a unique identifier called its T id (Transaction
identifier). Besides, each item i ∈ I is associated with a
positive number, called external utility. The external utility
represents the profit of item i in a database D. Moreover, each
item i appearing in a transaction Tc is attributed with a positive
number q(i, Tc ), called internal utility, which represents the
purchase quantity of item i in transaction Tc .
Definition 2 (Taxonomy): A taxonomy τ is a directed
acyclic graph (tree), defined for a database D. Leaf nodes
of the taxonomy represent the different items of I, while
internal nodes represent categories of item, which are called
generalized items or abstract items. Generalized items
represent an abstract category that groups all descendant leaf
nodes (items) or all descendant categories into one higher-level
category. A child-parent edge between two (generalized) items
i, j in τ represents an is-a relationship.
Definition 3 (The sets of generalized and non-generalized
items): The set of all generalized items is denoted as GI, and
the set of all generalized or non-generalized items is denoted
as AI = GI ∪ I.
Definition 4 (Generalization relationship): For a taxonomy
τ , let there be a relation LR ⊆ GI × I such that (g, i) ∈ LR
iff there is a path from g to i. And, let there be a relation
GR ⊆ AI × AI such that (d, f ) ∈ GR iff there is a path from
d to f .
Example 1: A database D is presented in Table I, which
will be used as a running example to illustrate the different
concepts of cross-level HUIM. Each row of the table is a
transaction. There is a total of seven transactions named T1
to T7 . Each transaction is represented as a set of tuples of
the form (a, n) indicating that n units of an item a has been
purchased. There are five distinct items represented by letters,
I = {a, b, c, d, e}. For instance, transaction T3 indicates that
items a, b, c, d and e were bought with quantities 1, 5, 1, 3
and 1, respectively. The respective external utilities (profits) of
items of I are given in Table II. Fig 1 presents a taxonomy for
items of database D. We can see that items a and b belong to
the same category, and are aggregated into a generalized item
Y.
Definition 5 (Descendant/Specialization): Consider a taxonomy τ and a generalized item g in τ . The leaf items of g in τ
are all items located on leaves that can be reached by following

TABLE I: A transaction
database
TID
T1
T2
T3
T4
T5
T6
T7

Transaction
(a,1),(c,1)
(e,1)
(a,1),(b,5),(c,1),(d,3),(e,1)
(b,4),(c,3),(d,3),(e,1)
(a,1),(c,1),(d,1)
(a,2),(c,6),(e,2)
(b,2),(c,2),(e,1)

TABLE II: External utility
values
Item
a
b
c
d
e

Unit profit
5
2
1
2
3

Fig. 1: A taxonomy of items
paths starting from g. Formally, Leaf (g, τ ) = {i|(g, i) ∈
LR}. The descendant items of a (generalized) item d is
the set of items defined by: Desc(d, τ ) = {f |(d, f ) ∈ GR}.
Given two itemsets X and Y , X is said to be a descendant
itemset of Y if |X| = |Y | and ∀f ∈ X, ∃d ∈ Y |f ∈
Desc(d, τ ). X is called a specialization of Y if |X| = |Y |
and ∀f ∈ X, f ∈ Y ∨ ∃d ∈ Y |f ∈ Desc(d, τ ). Furthermore,
we define level(d) as the number of edges to be traversed to
reach an item d starting from the root of τ .
Example 2: Taking the taxonomy presented in Fig. 1 as example, we can see that Leaf ({X}, τ ) = {a, b, c}, Desc({X},
τ ) = {Y, a, b, c}, itemset {Y, d} is a descendant of {X, Z} and
{Y, d} is a specialization of {Y, Z}.
Definition 6 (Generalized itemset): An itemset X is a set
of items such that X ⊆ AI and 6 ∃i, j ∈ X|i ∈ Desc(j, τ ).
An itemset X is a generalized itemset iff ∃g ∈ X such that
g ∈ GI.
Definition 7 (Utility of an item/itemset): Let there be an item
i that occurs in a transaction Tc , i.e, i ∈ Tc . The utility of item
i in transaction Tc , denoted as u(i, Tc ), is defined as u(i, Tc ) =
p(i) × q(i, Tc ). Similarly, the utility of an itemset X (a group
of items X ⊆ I) in transaction
Tc is denoted as u(X, Tc )
P
and defined as u(X, Tc ) = i∈X u(i, Tc ). Finally, The utility
of
P an itemset X in a database, denoted as u(X) is u(X) =
Tc ∈g(X) u(X, Tc ), where g(X) is the set of transactions that
contain X [5].
Example 3: The utility of b in T4 is u(b, T4 ) = 4 × 2 = 8.
The utility of {a, b} in T3 is u({a, b}, T3 ) = u(a, T3 ) +
u(b, T3 ) = 5 × 1 + 2 × 5 = 15. The utility of {c, e} in
the database D is u({c, e}) = u({c, e}, T3 ) + u({c, e}, T4 ) +
u({c, e}, T6 ) + u({c, e}, T7 ) = 4 + 6 + 12 + 5 = 27.
Definition 8 (Utility of a generalized item/itemset): Let there
be a generalized item g and a transaction
Tc , the utility of g
P
in Tc is defined as u(g, Tc ) = i∈Leaf (g,τ ) p(i) × q(i, Tc ).
Similarly, the utility of a generalized itemsetPGX in a transaction Tc is calculated by u(GX, Tc ) =
d∈GX u(d, Tc ).

Finally,
the utility of GX in the database is u(GX) =
P
Tc ∈g(GX) u(GX, Tc ), where g(GX) = {Tc ∈ D|∃X ⊆
Tc ∧ X is a descendant of GX}.
Example 4: In the taxonomy of Fig. 1, Z is a generalized
item and u(Z, T3 ) = u(d, T3 ) + u(e, T3 ) = 2 × 3 + 3 × 1 =
9. The utility of the generalized itemset {Y, d} in T3 is
u({Y, d}, T3 ) = u(Y, T3 ) + u(d, T3 ) = (5 + 10) + 6 = 21.
The utility of the generalized itemset {Y, d} in the database is
u({Y, d}) = u({Y, d}, T3 ) + u({Y, d}, T4 ) + u({Y, d}, T5 ) =
21 + 14 + 7 = 42.
To discover itemsets containing items from different taxonomy level, the problem of cross-level HUIM was defined as
follows [18].
Definition 9 (Cross-level high utility itemset): Given a transaction database D, a database taxonomy τ and a user-defined
minimum utility threshold minutil, an itemset X ⊆ AI is said
to be a cross-level high utility itemset (cross-level HUIs) if
u(X) ≥ minutil [21]. In other words, a cross level HUI can
contain generalized and non-generalized items, and has a high
utility.
Definition 10 (Cross-level high utility mining): Given a
transaction database D, a database taxonomy τ and a userdefined minimum utility threshold minutil, the task of crosslevel high utility itemset mining consists of discovering all
cross-level high-utility itemsets in D [21].
Example 5: If minutil = 60, the cross-level high utility itemsets in the database of the running example are
{X}, {Y, c}, {Z, X}, {Z, Y }, {Z, Y, c}, {e, X}, {e, Y, c} with
respectively a utility of 61, 61, 84, 71, 84, 64, and 64.
Because setting the minimum utility threshold to find just
enough patterns is not intuitive for users, the problem of crosslevel HUIM is redefined as top-k cross-level HUIM.
Definition 11 (Top-K cross-level high utility mining): Consider a transaction database D and a user-defined parameter
k which indicates the desired number of cross-level high
utility itemsets. An itemset X ⊆ AI is called a top-k crosslevel high utility itemset (top-k cross-level HUI) if there
are less than k itemsets in D whose utilities are larger than
u(X). Mining top-k cross-level high utility itemsets consists
of identifying k cross-level high utility itemsets having the
highest utility in database D.
Example 6: If k = 3, the top-k cross-level high utility
itemsets are: {Z, X}, {Z, Y, c}, {Z, Y } with a utility of 84, 84,
and 71, respectively.
The proposed problem of top-k HUIM is more difficult than
that of cross-level HUIM since no minimum utility threshold is
provided by the user. Hence, finding the top-k cross-level HUIs
requires to explore the search space while initially assuming
that minutil = 0. For this reason, the search space may
be much larger than for the problem of cross-level HUIM.
The next section presents an algorithm named TKC for the
proposed problem.
IV. P ROPOSED A LGORITHM
This section is divided into two subsections. The first one
presents techniques utilized by the proposed TKC algorithm
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Fig. 2: A part of the search space

for exploring the search space. In particular, the tax-utility-list
structure is described, which is used to store information about
each pattern during the mining process. Moreover, pruning
strategies are explained which are designed to efficiently mine
cross-level HUIs. Then, the second subsection put all these
pieces together and explains how to find the top-k crosslevel HUIs, and introduces the pseudocode of the designed
algorithm.
A. Search Space Exploration and Pruning Techniques
To be able to explore the search space of all itemsets in
a systematic way, that is without checking the same itemset
twice and without missing any itemset, a processing order 
on items of AI is established. According to that total order,
two distinct items a, b ∈ AI are ordered as a ≺ b if level(a) <
level(b), or if level(a) = level(b) and GW U (a) < GW U (b).
Here, GW U is a function called the generalized-weighted
utilization which will be presented further in this section.
This order ensures that higher items in the taxonomy will
be processed before lower items. This priority is desirable
because it allows to easily prune specializations of generalized
itemsets having low upper bound values on the utility using
the pruning strategies. The algorithm starts exploring the
search space by considering itemsets containing a single item
from the first level of the taxonomy. Then, the algorithm
repeatedly applies two type of itemset extensions to find all
other itemsets, which are: Join-based extensions and Tax-based
extensions [18].
Definition 12 (Join-based extensions): Given an itemset X
and a taxonomy τ , the join-based extensions of X are the
itemsets that can be created by adding an item y to X such
that y ∈ AI, y  i and ∀i ∈ X, y 6∈ Desc(i, τ ) [18].
Definition 13 (Tax-based extensions): Given an itemset X
in which items are ordered according to , the tax-based
extensions of X are all itemsets obtained by replacing the
last item y of X by one of its descendants [18].
Example 7: If we assume that Z  X  d according to ,
the itemset {X, Z} is a join-based-extension of {X} with Z
and the itemset {X, d} is a tax-based extension of {X, Z}. A
part of the search space for the running example is illustrated
in Fig. 2 in terms of join-based and tax-based extensions.
As CLH-Miner [18], the TKC algorithm also adopts the
tax-utility-list structure to quickly calculate the utility and
upper bounds on the utility of itemsets and their extensions

tuList({Y})

tuList({c})

Fig. 3: The tax-utility-list of {X, d}, {X, e} and {X, Z}

without need to repetitively scan the database. A tax-utility-list
is created for each explored itemset during the search for crosslevel itemsets. A tax-utility-list can be seen as an extension
of the utility-list structure used in traditional HUIM [6] with
additional taxonomy information.
Definition 14 (Tax-Utility-list): Consider a database D, a
taxonomy τ , an itemset X and a total order relation on
items . The tax-utility-list of an itemset X, denoted as
tuList(X), is composed of a set of tuples that have the form
(tid, iutil, rutil). There is a tuple for each transaction Ttid
where X appears. That tuple stores utility information about
X and the remaining utility in that transaction. More precisely,
tid is the identifier of transaction Ttid , iutil is the utility of X
in Ttid , i.e, u(X, Ttid ), and rutil P
is the remaining utility of X
in Ttid . This latter is defined as i∈Ttid ∧ix∀x∈X u(i, Ttid ).
In addition to the set of tuples, tuList(X) contains a childs
field, which is a set of pointers to the tax-utility-lists of child
items of the last item of X in τ .
Assume that X ≺ Z ≺ Y ≺ d ≺ b ≺ a ≺ e ≺ c. The
tax-utility-lists of itemsets {X, d} and {X, e} are shown in
Fig 3.
An advantage of using tax-utility-lists is that the utility of an
itemset can be directly derived from its tax-utility-list without
scanning the database, as the sum of all the iutil values. Back
to the above example, the utility of {X, e} is thus u({X, e}) =
19 + 14 + 22 + 9 = 64. Moreover, tax-utility-lists of larger
itemsets can be constructed by simply joining utility-lists of
other itemsets using a modified construct procedure [17].
Although using the tax-utility-list representation allows to
easily calculate the utility of an itemset, it remains impracticable to perform an exhaustive search by considering all
transitive extensions of single items, especially when the
number of items is large. Therefore, two pruning strategies
have been proposed in [18] to efficiently find cross-level
HUIs. These pruning strategies are also used in this study.
The first technique is based on the GWU measure which is
a generalization of the TWU measure for HUIM [5], while
the second technique is based on the concept of remaining
utility [6].
Definition 15 (The GWU measure): The utility of a transaction Tc , denoted as T U (Tc ), is the sum of utilities
of all the
P
items that appear in Tc . Formally, T U (Tc ) = x∈Tc u(x, Tc ).
Based on this, the generalized-weighted utilization (GWU)

of an itemset X ⊆ AI is defined as the sum of utilities
P of all transactions containing X, i.e. GW U (X) =
Tc ∈g(X) T U (Tc ).
Property 1 (Anti-monotonicity of the GWU upper bound
on the utility): Consider two itemsets X, Y , where X is an
ancestor of Y . The utility of X is no greater than its GW U , i.e.
GW U (X) ≥ u(X). In addition, the GWU of Y is no greater
than that of X, that is GW U (Y ) ≤ u(X)∀X ⊂ Y ) [18].
The above property allows obtaining the below search space
pruning property.
Property 2 (Search space reduction using the GWU): Let
there be an itemset X. If GW U (X) < minutil, it follows
that X and its tax-based and join-based extensions have a low
utility and can be ignored .
For instance, consider the itemset X = {c, d, e} and
minutil = 60. Since, GW U (X) = 45 < minutil, X and
all its extensions can be ignored (i.e. they are not cross-level
HUIs).
A second search space reduction technique relies on the
rutil values from the tax-utility-list of an itemset X to avoid
performing some tax-extensions. This property generalizes the
remaining utility-based pruning used in traditional HUIM [6].
Property 3 (Search space reduction using the remaining
utility upper bound): Let there be an itemset X and the total
order ≺ on items. The remaining utility of an itemset X is calculated by adding
P all iutil and rutil values of tuList({X}),
i.e. reu(X) = e∈tuList(X) (e.iutil + e.rutil). The itemset
X and its tax-based extensions are not cross-level HUIs if
reu(X) < minutil [18].
For instance, consider X = {c, d, e} and minutil = 40.
Since reu(X) = 19 < minutil, X and its tax-based
extensions are not CHUIs and can be ignored.

Optimization 1 (Raising the threshold with the utility of
(generalized) items): Initially, the minutil threshold can be
directly set to the k-th largest utility value among items in
AI.
The pseudocode of TKC is shown in Algorithm 1. TKC first
scans the taxonomy and database to calculate the GWU and
utility of each (generalized) item in AI = I ∪ GI. Then, TKC
sets minutil to the k-th largest utility value among items in
AI (Optimization 1). Thereafter, TKC initializes the priority
queue Q with the top-k cross-level HUIs from AI. Then,
TKC creates the set GI ∗ of generalized items that have a
GW U greater or equal to minutil. Moreover, TKC calculates
the set I ∗ containing each item i having a GW U greater
or equal to minutil, and such that GW U (g) ≥ minutil if
g is a generalized item where i ∈ Desc(g, τ ). Afterwards,
TKC ignores all items not in GI ∗ and I ∗ when performing
extensions to reduce the search space based on Property 2.
After that, TKC computes the total order ≺ on (generalized)
items based on the GWU values and the taxonomy levels of
items (the order of items sorted by increasing taxonomy levels
and then GWU values). TKC then reads the input transactions
to sort items in each transaction based on . At the same time,
the tax-utility lists of all (generalized) items in GI ∗ and I ∗ are
built. Next, the F ind procedure is called with the (generalized)
items from taxonomy level 1, k, minutil and Q. The Find
procedure performs the depth-first search.
Algorithm 1: The TKC algorithm
input : k: the number of patterns to be found, τ : a taxonomy, D: a
transaction database
output: the top-k cross-level HUIs
1
2

B. The Algorithm
3

This section first explains the main idea about finding the
top-k cross-level HUIs using TKC. Then, the pseudocode of
TKC is presented.
TKC’s input is the user-selected number of patterns to be
found k and a transaction database with a taxonomy. The
output is the top-k cross-level HUIs. As CLH-Miner, TKC
performs a depth-first search using the concept of tax-based
and join-based extensions starting from single items. However,
to ensure finding all top-k patterns, TKC starts to search using
an internal minutil value of 0. Then, during the depth-first
search, TKC keeps the top-k patterns found until now in
a priority queue Q sorted by ascending utility. When TKC
finds a new cross-level HUI, it is inserted into Q. Then, if
Q contains at least k patterns, TKC increases the internal
minutil threshold to the utility of the k-th pattern in Q. Then,
all patterns in Q not satisfying the new minutil threshold are
removed from Q. Raising minutil using Q allows to reduce
the search space, while not missing any top-k cross-level HUIs.
Though this main idea can allow finding top-k CHUIs, it can
be observed that the search space reduction obtained by TKC
will depend on how fast the internal minutil value is raised.
To increase it more quickly, an optimization is implemented:

4
5
6
7
8
9

Read τ and D to compute the GW U and utility of each (generalized) item
i ∈ AI;
Set minutil to the k-th largest utility value among items in AI or 0 is
|AI| < k;
Initialize a priority queue Q with the top-k cross-level HUIs from AI;
GI ∗ ← {g|g ∈ GI ∧ GW U (g) ≥ minutil};
I ∗ ← {i|i ∈ I ∧ GW U (i) ≥ minutil ∧ ∀g ∈ GI such that
Desc(g, τ ) 3 i, GW U (g) ≥ minutil};
Compute ≺, the total order on items from GI ∗ ∪ I ∗ ;
Read τ and the database D to create the tuList of each generalized item
g ∈ GI ∗ and item i ∈ I ∗ ;
T U Ls ← {g|g ∈ GI ∗ ∧ level(g) = 1};
Find (T U Ls, k, Q, minutil);

The F ind procedure is presented in Algorithm 2. Its input
is T U Ls, a set of extensions of an itemset, the priority queue
Q, the number of patterns k to find, and the current internal
minutil value. The procedure performs a loop on each itemset
X in T U Ls such that GW U (X) ≥ minutil. Note that it is
important to check again that GW U (X) ≥ minutil here as
the minutil threshold may have been raised since the itemset
X was put into T U Ls. Consider the first such itemset X ∈
T U Ls. If the sum of the iutil values in tuList(X) is greater
than or equal to minutil, then X is currently a top-k crosslevel HUI. Thus, it is inserted into Q, and minutil is raised to
the k-th largest utility value in Q, or 0 if |AI| < k. Then, all
patterns having a utility less than minutil are removed from
Q.
After that, the procedure generates join-based extensions

2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19

foreach itemset X ∈ T U Ls such that GW U (X) ≥ minutil do
if SU M (X.tuList.iutils) ≥ minutil then
Insert X into Q;
Raises minutil to the k-th largest utility value in Q;
Remove from Q all patterns with utility less than minutil;
end
Extensions ← ∅;
foreach itemset Y ∈ T U Ls such that Y  X do
Z.tuList ← ConstructJoinExtension(X, Y );
if GW U (Z) ≥ minutil then
Extensions ← Extensions ∪ {Z};
end
if SU M (X.tuList.iutils)+SU M (X.tuList.rutils) ≥ minutil
then
foreach itemset T ∈ X.childs do
Z.tuList ← ConstructT axExtension(X, T );
if GW U (Z) ≥ minutil then
Extensions ← Extensions ∪ {Z};
end
end
Find(Extensions,k, Q, minutil);
end

of X by joining X with each itemset Y  X in T U Ls
to obtain an itemset Z containing |X| + 1 items. If the
GW U of Z is no less than minutil, then Z is added to a
set ExtensionsOf X. To construct tuList(Z), the procedure
ConstructJoinExtension from CLH-Miner is called [18]
with the tax-utility lists of X and Y .
Thereafter, the F ind procedure generates tax-basedextensions of X if the sum of iutil and rutil values in
tuList(X) is greater than or equal to minutil (based on
Property 3). This type of extension consists of replacing
the last item of X with one of its taxonomy child and is
done by calling the ConstructTaxExtension procedure of CLHMiner [18]. Each generated tax-based extension Z is added
to the set of extensions of X if GW U (Z) is not less than
minutil. Finally, the F ind procedure is called with extensions
of X to recursively extend them.
Since performing tax-based and join-based extensions can
ensure visiting the whole search space, the current top-k crosslevel HUIs are always kept in Q, and the minutil threshold is
only raised when k patterns have been found, all the cross-level
high utility itemsets are found by the algorithm. The search
space pruning properties 2 and 3 only eliminates low utility
itemsets and thus preserve the correctness and completeness
of the algorithm.
V. E XPERIMENT
In this section, we evaluate the performance of the proposed
TKC algorithm. All experiments were performed on a personal
computer having an Intel(R) i7-8700 processor, 16 GB RAM
and running the Windows7 operating system. All algorithms
were implemented in Java and runtime and memory usage
were measured using the standard Java API. Algorithm implementations and datasets used in the experiments are available
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Fig. 4: Runtime, memory usage, tax-extensions count and joinextensions count of TKC and TKC without optimization on
Fruihut dataset

on the open-source SPMF data mining software [22] website
at http://www.philippe-fournier-viger.com/spmf/
Datasets. Algorithms were tested on two datasets, namely
Fruithut and Liquors. Both are real-world datasets containing
a taxonomy. Liquors was prepared from transactions from US
liquor stores and it has the following characteristics: |D| =
9,284, |I| = 2,626, |GI| = 77, Tmax = 5, Tavg = 2.7 and Level
= 7. Here, |D| is the transaction count, |I| is the item count,
|GI| is the generalized item count, Tmax is the maximum
transaction length, Tavg is the average transaction length, and
Level is the maximum taxonomy level. Fruithut is transactions
from several grocery stores and it is characterized by: |D| =
181,970, |I| = 1,265, |GI| = 43, Tmax = 36, Tavg = 3.58,
Level = 4.
Influence of the k parameter. In a first experiment, we
evaluated the influence of k on the performance of T KC.
We ran TKC on both datasets while varying the k parameter from 50 to 1000. Moreover, to evaluate the influence
of Optimization 1, we also ran a version of TKC without
this optimization. We measured the performance in terms of
runtime, memory usage, tax-based extension count and joinbased extension count. Results for the Fruithut and Liquor
datasets are shown in Fig. 4 and 5, respectively.
Several observations are made. First, it can be found that
generally, the runtime of TKC becomes longer as the parameter k is increased. This is because more itemsets must be
considered as k is increased. This can be observed in Fig. 4 and
5 as the join-based extension count and tax-based extension
count increases quite rapidly with k. A second observation
is that Optimization 1 generally reduces the runtime when
k is increased, except for small k values. And a bigger
improvement is observed on Liquor than on F ruithut. A
third observation is that the TKC algorithm’s runtime and
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TABLE IV: Comparison of TKC with CLH-Miner on Liquor
dataset
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Liquor dataset
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Fig. 6: Scalability of TKC and TKC without optimization as
the database size is increased for k=100, 250, 500 and 1000

memory usage increases more or less with the tax-based
extension count and join-based extension count, which is
reasonable.
Scalability experiment. In a second experiment, the scalability of TKC was evaluated on the Fruithut dataset. The
algorithm was run with k=500 and 1000 on 20%, 40%, 60%,
80%, and 100% of the Fruithut database, with and without
Optimization 1. Results in terms of runtime are presented in
Fig. 6. It can be observed that the runtime appears to more or
less increase linearly with the database size.
Comparison of TKC with CLH-Miner with an optimal
minutil threshold. In a third experiment, the runtime of TKC

was compared with that of CLH-Miner. For this experiment,
TKC was run on both datasets with k varied from 50 to
1000. Then, CLH-Miner was run under the scenario where
the minutil threshold is set optimally to obtain the same k
patterns found by TKC, denoted as optimal utility threshold.
It should be noted that this is a best case scenario for CLHMiner as in real-life the user does not know beforehand how
to set minutil to obtain k patterns (and may have to run the
algorithm several times to find enough patterns). Results for
the Fruithut and Liquor datasets are presented in Tables III
and IV, respectively.
Before analysing the results, it is worth noticing that generally, the top-k pattern mining task is more difficult than pattern
mining with the presence of the minimum utility threshold.
This is due to the fact that in top-k pattern mining, the
algorithm need to start from minutil = 0 and then raise the
minimum threshold to produce the desired top k patterns.
It can be seen from the results that for both datasets, CLHMiner is not much faster that TKC for all values of k. The
difference between the two algorithms in terms of runtime is
small. This result is advantageous for TKC in view of the fact
that top-k cross-level HUIM is more difficult than cross-level
HUIM. In terms of memory usage, TKC generally consumes
more memory than CLH-Miner.
Benefits of selecting TKC for discovering cross-level
HUIs. Lastly, another experiment was done to analyze the
advantages of using TKC rather than using CLH-Miner for obtaining cross-level HUIs. More precisely, suppose that the user
wants to discover the top-k patterns in the database because the
user do not have time to analyze too many patterns. To obtain k
patterns using CLH-Miner, the user will have to manually find
the optimal minimum utility threshold that leads to producing
exactly the desired number of patterns (top-k patterns). Finding
such optimal utility threshold by using CLH-Miner is not an
easy task, especially when the user does not have enough

knowledge about the dataset. To demonstrate this concretely,
we executed TKC for k = 50, 100, 250, 500, and1000 and
we recorded the optimal minimum utility thresholds for each
k value. Then, we calculated the interval size between the
minimum utility values for each pair of consecutive k values
([k1, k2]). Results for the Fruithut and Liquor datasets are
given in the third column of Tables V and VI, respectively.
For example, for the fruithut dataset, the optimal threshold to
obtain top 50 cross-level HUIs is 23059527 while the optimal
threshold to obtain top 100 cross-level HUIs is 15945533. The
difference between the two thresholds is 7113994. Given that
the user can select the optimal utility threshold from the range
[0, total utility], the difference between the two thresholds
represents only 2.71% of the whole range of selection. This
means that to obtain k patterns where k ∈ [50, 100], the
user should find the optimal threshold on a very small range
that represents only 2.71% of the whole range of selection.
This certainly requires that the user performs several attempts
to finally choose a threshold value in the desired range.
Another difficulty that can be observed from results is that the
percentage of the interval selection size decreases when k1 and
k2 become large. Another problem in the case of using CLHMiner is that, if the user chooses a higher minutil value, s/he
will find less than k patterns. On the other hand, if s/he chooses
a low value of minutil, a very large number of patterns may
be found and runtime may be very long.
In light of the above experiments, we can conclude that
although CLH-Miner is slightly faster than TKC, it is recommended to use TKC instead of using CLH-Miner to obtain
exactly the top-k desired cross-level HUIs because it is not
necessary to spend time to manually search for the optimal
minimum utility threshold to obtain the top-k desired patterns.
TABLE V: Probability to find cross-level HUIs between k1
and k2 for Fruithut dataset
k1 -k2
50-100
100-250
250-500
500-1000

Fruithut (Total utility: 261871526)
minutil for k1
minutil for k2
Interval size (%)
23059527
15945533
2,71 %
15945533
9686703
2,39 %
9686703
6573408
1,18 %
6573408
4554291
0,77 %

TABLE VI: Probability to find cross-level HUIs between k1
and k2 for Liquor dataset
k1 -k2
50-100
100-250
250-500
500-1000

Liquor (Total utility: 22394937,43 )
minutil for k1
minutil for k1
Interval size (%)
5224833,94
3928900,19
5,78 %
3928900,19
2356048,02
7,02 %
2356048,02
1613227,04
0,28 %
1613227,04
1112973,17
0,19 %

Some interesting patterns found by TKC. TKC is able
to find interesting patterns in which itemsets have items from
different taxonomy levels. These patterns cannot be discovered using traditional HUIM algorithms. For example, in the

Fruithut dataset with k=1000, TKC finds the pattern {(Beans,
Cherries) : 4610088}} where Beans is a generalized item
which group several items such as Green beans, Broad
beans and Baby beans.
In the Liquor dataset, some interesting cross-level HUIs
were also discovered such as {Cordials& Liqueurs,
N eutral Grain Spirits} and {Liqueurs, Distilled Spirits
Specialty}, which are made of generalized items.
VI. C ONCLUSION
In this paper, the problem of cross-level high utility itemset
mining was redefined as top-k cross-level high utility itemset
mining, to directly let the user specify the number of crosslevel HUIs to be found. To efficiently solve this problem, a
novel algorithm called TKC (Top-K Cross-level high utility
itemset miner) was proposed. TKC performs a depth-first
search and includes an optimization to enhance its performance. Interesting cross-level itemsets that cannot be found
by traditional HUIM algorithms were also discovered in the
tested datasets.
Experiments done on two real-life customer transaction
databases with taxonomy information have shown that the
algorithm is efficient and the optimization improves its performance.
In future work, we will develop algorithms that can take
various types of user-defined taxonomy-based constraints to
more precisely guide the search towards interesting cross-level
patterns. Moreover, other types of patterns will be considered
such as sequential patterns [23], episodes [24], and highaverage utility patterns [25]. Lastly, other pattern mining
problems will be studied for novel applications such as social
network mining [26] and computer networks [27].
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